
Computational Visual Media
https://doi.org/10.1007/s41095-0xx-xxxx-x

Research Article

BoostPoint: Boosting Point Cloud Backbones with Image Pre-Training for 3D
Understanding

Honggu Zhou1,Yakai Zhang1, Haohan Li1, Xiaoling Gu2,and Ming Zeng3, Zizhao Wu1(B)

© The Author(s)

Abstract Nowadays, pre-training models on large-scale1

datasets and fine-tuning models on task-specific datasets have2

become common paradigms, achieving impressive success in3

natural language processing and 2D vision. Nonetheless, the4

potential of this paradigm has not been fully explored in 3D5

vision due to the scale of the datasets. To overcome this, we6

propose BoostPoint, a novel pipeline that uses large-scale ren-7

dered images as 3D point cloud model inputs for pre-training8

and uses general 3D tasks for fine-tuning. In BoostPoint, we9

propose a novel learning-free Image-to-Point (I2P) module10

to transform raw pixels into required inputs. Specifically,11

we view pixels as unorganized points, including essential12

raw features (e.g., color) and positional information (e.g.,13

coordinates). Employing Simple Linear Iterative Clustering14

(SLIC), the I2P module effectively groups these unorganized15

points into superpixels, facilitating point cloud backbone16

pre-training. Furthermore, we employ a modality-agnostic17

debiasing mechanism during pre-training to prevent negative18

transfer on downstream tasks. Extensive fine-tuning experi-19

ments show that significant improvements are gained in 3D20

point cloud backbones with BoostPoint, involving 3D point21

cloud classification and part segmentation. The code will be22

open-sourced upon acceptance.23

Keywords 3D Point Cloud, Transfer Learning, Cross-24

Modal Learning, Representation Learning25

1 Introduction26

As the fundamental representation of the 3D world, point27

clouds have been widely applied in autonomous driving,28
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Image Superpixel

Fig. 1 We regard an image as a set of points, and the process
of aggregating them into c centroids is essentially a superpixel
algorithm. The superpixel Ci contains both positional and color
information, naturally demonstrating permutation invariance due to
their independent coordinates.

robotics, virtual reality, etc. However, the acquisition cost 29

of point clouds is high, and the cost of data cleaning and 30

annotation is even higher [1]. Thus, despite the fact that 31

deep learning methods enhance the ability to analyze point 32

clouds, the performance of point cloud backbones remains 33

constrained due to the small scale of point cloud datasets. 34

For instance, compared to image datasets with million-level 35

samples, the widely used ShapeNet [2] dataset only comprises 36

roughly 50,000 point clouds belonging to 55 object categories. 37

Consequently, cheap images are introduced to improve the 38

representation capability of point cloud backbones. In contrast 39

to point clouds, which comprise sparse and unordered points, 40

images consist of dense and ordered pixels with abundant 41

color and texture information. 42

As shown in Figure 2, we classify current cross-modal 43

methods into two categories based on their frameworks. The 44

first category is the single-tower model, in which methods 45

either inflate 2D convolution filters to 3D [3] or process point 46

cloud data via projection [4–6]. However, the inflation tech- 47

nique only shows a slight performance improvement, while 48

projection methods exclusively rely on 2D backbones, ne- 49
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glecting the geometric structure of point clouds. The second50

category is the dual-tower model, in which these methods51

typically introduce pre-trained 2D backbones as teacher mod-52

els for the knowledge distillation of 3D backbones [7–9] or53

jointly train 2D and 3D backbones [10, 11]. Nevertheless,54

due to distribution discrepancies between 2D and 3D, nega-55

tive transfer may occur during the transfer stage. Given that56

current cross-modal learning continues to face challenges, we57

ask the question: Can we leverage large-scale 2D images as58

3D point cloud model inputs for pre-training?59

We formulate cross-modal learning as general transfer60

learning [12–14], and the advantages of directly employing61

images for pre-training point cloud backbones include: 1)62

Large-scale data-driven pre-training: Given that common63

point cloud pre-training methods rely on ShapeNet, we render64

the 3D shapes of ShapeNet into multiple images from different65

viewpoints to establish a pre-training dataset, comprising66

nearly millions of samples. 2) Without extra learnable67

modules: In both the pre-training and fine-tuning stages,68

there is no need to introduce auxiliary learnable modules as it69

is entirely data-driven. 3) Low-level information perception:70

Raw input images are pixel-level and contain a wealth of low-71

level information, e.g., texture, color, and shade. Compared to72

knowledge distillation methods that utilize high-level features,73

our training strategy can inherently capture more low-level74

semantics. 4) Cross-modality ability: Owing to image pre-75

training, the point cloud backbone gains the capability to76

be used as a unified-modal encoder [15, 16], enabling its77

applicability to more cross-modal tasks.78

However, using images for pre-training point cloud back-79

bones presents significant challenges, including 1) Data80

discrepancies: As mentioned before, images and point clouds81

contain distinct properties, leading to a lack of quantifiable82

similarities between point clouds and images, even when83

representing the same object. 2) Backbone differences: Point84

cloud backbones are specialized neural networks based on85

the properties of point clouds, requiring input to be permuta-86

tion invariant, while image backbones demand ordered input.87

3) Potential negative transfer: Even though point cloud88

backbones can pre-train on images, disparate distributions89

between pre-training data and fine-tuning data may lead to90

negative transfer [17], characterized by the backbone fitting91

well on the pre-training dataset but exhibiting a performance92

decline on downstream tasks.93

Our solution to the above challenges is to boost point cloud94

backbones with image pre-training (BoostPoint).To address95

the first and second challenges, we introduce the innova-96

tive Image-to-Point Cloud (I2P) module, which is entirely97

(a) Single-Tower (b) Dual-Tower (c) Ours

Fig. 2 The typical framework for 2D-3D learning can be divided
into two categories: (a) using a single backbone that takes point
clouds as input, (b) using both image and point cloud backbones, with
knowledge transferred from the 2D backbone to the 3D backbone.
(c) only requires a point cloud backbone, with the ability to accept
inputs from both images and point clouds.

learning-free. The I2P module views an image as a set of 98

data points and groups all points into superpixels. These 99

superpixels comprise 5-dimensional features (XY+RGB), 100

which exhibit permutation invariance, making them an ideal 101

input for the point cloud backbone. To address the third chal- 102

lenge, we utilize the modality-agnostic debiasing mechanism 103

[18] to generalize the pre-training domain to downstream 104

tasks. To the best of our knowledge, BoostPoint is the first 105

pipeline that directly employs image data for training point 106

cloud backbones. Our sufficient experiments show that this 107

straightforward approach yields remarkable performance in 108

downstream tasks. 109

The main contributions of our approach are summarized 110

as follows: 111

• We propose BoostPoint, a straightforward strategy that 112

boosts point cloud backbones with image pre-training 113

while enlarging the pre-training dataset to approximately 114

one million. 115

• We investigate the I2P module, a non-learnable com- 116

ponent for converting images into data points, making 117

them compatible with point cloud backbones. 118

• Our method achieves significant performance gains for 119

3D tasks on various benchmarks: ModelNet, ScanOb- 120

jectNN and ShapeNetPart. 121

• We validate the promising potential of point cloud back- 122

bones for cross-modal tasks, including image classifi- 123

cation on the rendered image dataset and cross-modal 124

retrieval on the Caltech101. 125

2 Related work 126

2.1 3D Point Cloud Undestanding 127

Single-Modal Method. Single-modal methods directly 128

process the raw point cloud. PointNet [19] is a pioneering 129

work in the field that employs shared MLP layers to extract 130

point-wise features and aggregate extracted features via max 131
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pooling. However, PointNet is limited in its ability to perceive132

local structures, leading subsequent methods to focus on local133

structure perception. For instance, PointNet++ [20] leverages134

the furthest point sampling and ball query to aggregate local135

features of point clouds. Other researchers have further136

exploited the local structure to enhance the performance137

of point-based backbones, such as MLP-based [21],138

graph-based [22], relation-based [23], and convolution-based139

[24, 25]. More recently, some approaches employ non-local140

operators [26] or transformers [27, 28] to explore long-range141

dependencies. Nonetheless, the limited point cloud data142

remains a bottleneck for these point cloud-based methods. To143

enhance the point cloud backbone, cheap images have been144

introduced into 3D shape analysis.145

146

Cross-Modal Method.Cross-modal methods can be classi-147

�ed into two categories based on their frameworks: single-148

tower and dual-tower, as illustrated in Figure 2. The single-149

tower framework employs one backbone, where one strategy150

is to in
ate the pre-trained 2D backbones into 3D variants151

that can handle raw point clouds, as shown in [3]. However,152

given the discrepancies between 2D and 3D convolutions,153

these methods only show a slight performance improvemen.154

An alternative strategy is to project point clouds into multi-155

view images and then leverage 2D backbones to process156

these images. The pioneering work, MVCNN [4], leverages157

shared CNNs to extract features from various multi-view158

images and aggregates them through max pooling. Subse-159

quent methods [5, 6, 29, 30] based on projection primarily160

focus on devising superior feature extraction and aggregation161

modules. Nevertheless, methods based on projection depend162

on 2D backbones and may face limitations due to the lack163

of geometric structures resulting from suboptimal rendering164

views. The dual-tower framework introduces image back-165

bones during the pre-training stage, presenting cross-modal166

learning as knowledge transfer. CrossPoint [11] utilizes con-167

trastive learning for joint training of 2D and 3D backbones,168

while PointCMT [7] employs pre-trained image backbones169

for knowledge distillation. However, due to disparities in data170

distribution, these methods may cause negative transfer.171

In contrast to the aforementioned approaches, we propose172

BoostPoint, a strategy that directly employs images to pre-173

train point cloud backbones. Our method di�ers from the174

previous methods in the following aspects: 1)Pre-training:175

Our pre-training stage utilizes only point cloud backbones,176

without the need for 2D backbones. 2)Fine-tuning: In the177

�ne-tuning stage, we directly employ the pre-trained point178

cloud model without extra learnable modules. 3)Training179

data: In the pre-training stage, we leverage cheap rendered180

images, while the �ne-tuning stage employs task-speci�c181

point cloud datasets. 182

2.2 Uni�ed-Modal Understanding 183

Uni�ed-modal understanding is initially proposed in the con-184

text of 2D and NLP understanding. UNIMO [31] presents a 185

framework that can adapt to both single-modal and multi-186

modal tasks by aligning textual and visual information into187

a uni�ed semantic space. OneR [32] proposes a novel con- 188

trastive learning framework for learning modality-agnostic189

representations from image and text data and introduces a190

uni�ed vision-language representation space. Recently, sev-191

eral works have explored the uni�ed-modal understanding192

between 2D and 3D. Ma et al. [33] �rst proposed that pixels 193

can be viewed as points to unify modalities and develop a194

network to process data points based on context clusters. Con-195

versely, Qian et al. [16] uni�ed modalities using the standard 196

transformer and introduced a pretraining-tuning pipeline to197

enhance the standard transformer for 3D tasks. Meanwhile,198

Qu et al. [18] presented a modality-agnostic debiasing mech-199

anism to avoid negative transfer when evaluating in di�erent200

domains. These methods inspire us to explore the possibility201

of conventional 3D backbones serving as uni�ed-modal en-202

coders, given that the fundamental components (e.g., MLP,203

Convolution, Pooling) of 2D and 3D backbones are shared.204

3 Method 205

3.1 Overview 206

The overall framework is illustrated in Figure 3, with two207

training stages. In the �rst stage, we propose the I2P module208

to convert images into data points, serving as input for pre-209

training the point cloud backbone, and introduce a debiasing210

classi�er for the pre-training task. In the second stage, the pre-211

trained point cloud backbone is directly applied to downstream212

tasks. We provide a detailed description of the network213

components during the �rst stage in Section 3.2 and elaborate214

on the BoostPoint pipeline in Section 3.3. 215

3.2 BoostPoint Structure 216

Image-to-Point Module.The purpose of this non-learnable217

module is to e�ciently convert input images into data points.218

We note that some researchers [33] have proposed a method219

that assigns independent coordinates to each image pixel,220

ensuring their permutation invariance. As a result, images221

with a resolution of 224� 224 can be transformed into 50,176222

points to serve as input for the backbone. However, such a223

large number of points would result in a signi�cant increase in224
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Fig. 3 The BoostPoint pipeline, shown on the left side of the �gure, consists of two stages. In the pre-training stage, the I2P module
processes images to enable them to be used as input for the point cloud backbone. A debiasing classi�er is also employed to prevent
overemphasizing domain-speci�c features. In the �ne-tuning stage, the pre-trained point cloud backbone is directly applied to downstream
tasks, utilizing raw point clouds as inputs. The I2P module's architecture, depicted on the right side of the �gure, leverages the fast SLIC
algorithm to transform images into superpixels, which can be viewed as �ve-dimensional data points comprising coordinates and RGB
values. These superpixels exhibit permutation invariance, making them suitable as training data for point cloud backbones. To normalize the
number of input superpixels, we employ center cropping and uniform sampling techniques.

Algorithm 1 Pytorch-Style Pseudocode of I2P Mod-
ule

# Algorithm 1 Pytorch-Style Pseudocode of I2P Module
# K: number of superpixels, N: number of required points
# W_threshold, H_threshold: Threshold value for

controlling the center cropping
def I2P(img,W_threshold,H_threshold):

cluster = Fast_Slic(img,K) # (B 5 K)
# Remove the background based on the index of RGB

values.
cluster = Delete(cluster, (0, 0, 0)) # (B 5 cluster.num

)
if cluster.num < N:

img = Center_Crop(img, W_threshold, H_threshold)
cluster = I2P(img, W_threshold, H_threshold)

if cluster.num > N:
# Uniformly sample the number of points to N
cluster = uniform_sample(cluster, N)

return cluster # (B 5 N)

def Center_crop(img,W_threshold,H_threshold):
# Enhance image resolution for cropping
img = Resize(img)
W, H = img.size
left = (W - W_threshold)/ 2
top = (H - H_threshold)/ 2
right = (W + W_threshold)/ 2
bottom = (H + H_threshold)/ 2
crop_img = img.crop((left, top, right, bottom))
return crop_img

the computational cost of the backbone. Therefore, they select225

some anchors in space and introduce an auxiliary module226

to reduce the points number by progressively aggregating227

anchors. 228

In contrast to [33], our I2P module converts images into229

superpixels via the Fast SLIC. Superpixels are represented by230

their centroids, which contain independent coordinates and231

exhibit permutation invariance. Moreover, each superpixel232

aggregates information from neighboring pixels, e�ectively233

reducing the number of pixels per image while preserving234

essential image features. After the conversion, we remove235

the background superpixels, as the background of these236

rendered images lacks information. Given that the background237

possesses an RGB value of 0, it is feasible to index RGB238

values to remove background superpixels. Considering that239

the number of preserved superpixels may be less than the240

input threshold N, we introduce the center cropping algorithm241

to increase the proportion of the target in the image and242

resend it into the I2P module. On the contrary, when the243

number of superpixels exceeds N, we uniformly sample the244

superpixels to N. Note that the I2P module is not required245

to be integrated within the point cloud backbone; rather, it246

serves as a preprocessing module before input. The pipeline247

is depicted in Figure 2. 248

To enhance the generality of the I2P module, we also249

introduce the powerful Segment Anything Model (SAM)250

[34] as a pre-processing module to handle real-world images.251

SAM can segment target objects from real images based252

on text prompts, which can be used as pre-trained inputs253

for BoostPoint. Speci�cally, during data preprocessing, we254

divide input images into a "real branch" and a "rendering255
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(a) (b)

Fig. 4 Two branches of the Pre-module. (a) shows the acquisition
of the rendering image, and (b) demonstrates how to obtain the target
object in the real image.

branch". When processing real branch images, we input256

the image and class labels into SAM, obtaining images257

containing only real objects. Rendered branch images258

are obtained by processing 3D CAD models. We use the259

method proposed by DISN [35] to render 16 di�erent260

perspective images for each 3D CAD model by calling261

Blender. Finally, the target object images obtained from262

the two branches can be processed by the I2P module to263

obtain suitable pre-training inputs. We integrate these two264

processing branches into the Pre-module, as shown in Fig-265

ure 4, so that the I2P module can handle most types of images.266

267

Debiasing Classi�er. Due to distribution disparities be-268

tween pre-training data and �ne-tuning data, we employ the269

modality-agnostic debiasing mechanism [18] to construct a270

classi�er to avoid negative transfer. As illustrated in Figure 5,271

the debiasing classi�er consists of a biased branch classi�er272

g bias and a general branch classi�erg gen . g bias aims to273

identify domain-speci�c features, whileg gen targets at iden-274

tifying domain-generalized features.g bias containsk heads,275

and the weights of each trained head can be regarded as an276

indicator of these domain-speci�c features. The collaborative277

cross-entropy loss is applied to the biased branch:278

L C � CE =
BX

i

L(max(gbias (f (x))) ; y i ); (1)

wheref : RX ! RD represents the point cloud back-279

bone,B signi�es the batch size,f yi g B
i =1 denotes the labels280

corresponding to the input point cloudx, andL(�) repre-281

sents the cross-entropy loss function. Notably, we do not282

force the results of each biased classi�er head to match the283

labels; instead, we usemax(�) to encourage collaboration284

among biased classi�er heads. The reason behind this is that285

domain-speci�c features do not necessarily represent true286

domain-generalized features. Taking images as an examples,287

features such as object textures and invisible high-frequency288

information are domain-speci�c. These features may lead to289

negative transfer when performing cross-modal classi�cation.290

In our implementation, we choose the di�erentiable function291

logsumexp(�) for max(�). The number of classi�er heads is292

Fig. 5 The debiasing classi�er consists of two branch classi�ers,
namely the biased branch classi�er and the general branch classi�er.
The objective of the biased branch classi�er is to recognize domain-
speci�c features, whereas the general branch classi�er aims to
identify domain-generalized features.

set to 3, following the point cloud branch settings in [18]. 293

The process of training the biased branch can be viewed294

as identifying domain-speci�c features. In this process, it295

is necessary to suppress these domain-speci�c features to296

focus more on the required domain-generalized features. To297

achieve this, we introduce a general branch classi�erg gen , 298

which recognizes domain-generalized features. LetW bias 299

andW gen be weights of the biased branch classi�er and300

the general branch classi�er. We suppress domain-speci�c301

features by enforcing orthogonality betweenW bias andW gen 302

during the training. The speci�c formula is de�ned as follows:303

L CE =
BX

i

L(g gen (f (x)) ; y i ); (2)

L Reg =
1
K

KX

k=1

kW bias � W T
gen k 2: (3)

3.3 BoostPoint Pipeline 304

As depicted in Figure 2 (left), our BoostPoint pipeline is305

divided into two stages: 1) pre-training, and 2) �ne-tuning. In306

contrast to existing cross-modal learning, we do not introduce307

additional image backbones or extra learnable modules308

during the two-stage process. 309

310

Pretraining Stage.The purpose of this stage is to leverage the311

abundant images for pre-training the point cloud backbone.312

We employ a dataset containing over 2 million real and313
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Table 1 Classi�cation results on ModelNet40. When using only 1k points, the backbones pre-trained with BoostPoint achieved performance
improvements over their original counterparts. In the table, "pnt" and "nor" represent points and normals, respectively, while Speed indicates
the number of samples divided by the test time. Note that in the PointNet++ settings,y denotes the ssg version, andz represents the msg
version.� signi�es the PointNet++ version with the best accuracy trained under the RSCNN protocol according to the settings in [6]. The
best and second-best results are highlighted in bold and underlined, respectively.

Method Reference Inputs Points mAcc(%) OA(%) Speeds Param.

Supervised Learning Only

PointNet [19] CVPR 2017 pnt 1k 86.0 89.2 - 3.47M
PointNet++ [20] NeurIPS 2017 pnt 1k 88.4 90.7 - 1.47M
PointNet++ [20] NeurIPS 2017 pnt,nor 5k - 91.9 - 1.47M
PointCNN [24] NeurIPS 2018 pnt 1k 88.0 92.5 - -
PointConv [25] CVPR 2019 pnt,nor 1k - 92.5 80 18.6M
KPConv [36] ICCV2019 pnt 7k - 92.9 10 15.2M

PointASNL [26] CVPR 2019 pnt,nor 1k - 93.2 - -
PosPool [37] ECCV 2020 pnt 5k - 93.2 - -

Point Transformer [27] ICCV 2021 pnt 1k 90.6 93.7 - -
GBNet [38] TMM 2022 pnt 1k 91.0 93.8 112 8.4M

GDANet [39] AAAI 2021 pnt 1k - 93.8 14 1.64M
SimpleView [6] ICML 2021 pnt 1k - 93.9 2208 1.64M

with Single-Modal Self-Supervised Representation Learning

Point-BERT [40] CVPR 2022 pnt 1k - 93.2 - 22.1M
MaskPoint [41] ECCV 2022 pnt 1k - 93.8 - 22.1M
Point-MAE [42] ECCV 2022 pnt 1k - 93.8 - 22.1M
Point-M2AE [43] NeurIPS 2022 pnt 1k - 94.0 - 12.9M
Point-FMAE [44] AAAI 2024 pnt 1k - 94.5 - 27.4M

with Cross-Modal Self-Supervised Representation Learning

I2P-MAE [45] CVPR 2023 pnt 1k - 93.7 - 12.9M
ACT [46] ICLR 2023 pnt 1k - 93.7 - 22.1M

ReCon-Tiny [47] ICML 2023 pnt 1k - 93.3 - 11.4M
ReCon-Small [47] ICML 2023 pnt 1k - 93.5 - 19.0M

ReCon [47] ICML 2023 pnt 1k - 94.1 - 43.6M

Baseline

DGCNN [22] TOG 2019 pnt 1k 90.2 92.9 518 1.68M
PointNet++y [20] pnt 1k 89.9 92.2 308 1.47M
PointNet++z [20] pnt 1k 90.1 93.4� 300 1.62M
PointMLP [21] ICLR 2022 pnt 1k 90.9±0.2 93.6±0.2 139 12.6M

Ours

DGCNN w/BoostPoint pnt 1k 91.0(" 0.8 ) 93.7(" 0.8 ) 518 1.68M
PointNet++y w/BoostPoint pnt 1k 91.3(" 1.4 ) 93.7(" 1.5 ) 308 1.47M
PointNet++z w/BoostPoint pnt 1k 91.8(" 1.7 ) 94.1(" 0.7 ) 300 1.62M
PointMLP w/BoostPoint pnt 1k 91.7±0.3(" 0.8 ) 94.2±0.4(" 0.7 ) 139 12.6M
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rendered images as the pre-training dataset. During the pre-314

training process, we convert images into superpixels (N, 5),315

and adjust the input dimension of the shallow layers of the316

point cloud backbone network to 5.317

The training process for the debiasing classi�cation heads318

is divided into two sub-stages. In the �rst sub-stage, we319

encourage the general branch classi�er to learn more domain-320

generalized features, while suppressing those domain-speci�c321

features. We achieve this objective by employing equations322

1 and 3 to optimize the network during the �rst stage, as323

detailed in the following equation:324

L stage 1 = L C � CE + L Reg : (4)

In the second sub-stage, we optimize the entire network by325

jointly employing equations 1, 2, and 3. The detailed equation326

is as follows:327

L stage 2 = L C � CE + L CE + L Reg : (5)

Finetuning Stage.In this stage, we directly apply the pre-328

trained point cloud backbone for downstream tasks. We only329

need to reinitialize the shallow mapping layer, enabling the330

network to handle data with an input shape of (N, 3) or (N,331

6). Contrary to previous methods, we leave out adding any332

auxiliary learnable components, as we treat the point cloud333

backbone as a uni�ed-modal backbone.334

4 Experiments335

4.1 Pre-Training336

Datasets.We divide the pre-training data into two branches:337

the "real branch" and the "rendered branch." For the real338

image branch, we select the ImageNet-1k benchmark339

(approximately 1.3 million images), with class labels serving340

as textual prompts. Concurrently, we choose multi-view341

rendered images extracted from ShapeNet (approximately342

0.9 million images) as the rendered image branch. For343

speci�c data preprocessing, we employ the open-source344

MobileSAM [51] to reduce time overhead. Additionally,345

we utilize the method proposed by DISN [35] to render346

16 di�erent viewpoint images for each 3D CAD model by347

invoking Blender.348

349

Implementation. For the pre-training input, we uniformly350

sampleN = 1024 data points to accommodate the require-351

ments of the backbones. The inputs of data points are gen-352

erated as described in Section 3.2. We employ widely used353

point cloud backbones as baselines, including PointNet++354

[20], DGCNN [22], PointMLP [21] and the latest shared-355

parameter transformer encoder from the latest Point-FEMAE356

[44]. Following baselines, we obtain the global shape feature.357

Subsequently, a debiasing classi�er is used to output the358

classi�cation logits. The pre-training process consists of 100359

epochs, with debiased branch training during the initial 6360

epochs, followed by joint debiased and general branch train-361

ing in the remaining epochs. Furthermore, we use the Adam362

optimizer with a learning rate of 0.001. After pre-training,363

the point cloud backbone is directly applied to downstream364

tasks. 365

4.2 Fine-Tuning 366

We evaluate the performance improvement of backbone367

with BoostPoint in three widely used tasks in 3D shape368

analysis, namely: 1) 3D object classi�cation, 2) few-shot369

object classi�cation, 3) part segmentation, and 4) Semantic370

Segmentation. 371

372

3D Object Classi�cation. We evaluate our approach on373

two datasets: ModelNet40 [52] and ScanObjectNN [53]. 374

ModelNet40 is a commonly used synthetic dataset comprising375

12,331 objects from 40 categories. ScanObjectNN is a real-376

world object dataset extracted from indoor scans and consists377

of 2,902 objects across 15 categories. This dataset includes378

several variants, the most challenging being PBT50 RS, 379

which introduces object augmentation to increase the di�culty380

of shape analysis. Moreover, we also evaluate our approach381

on the OBJONLY variant of ScanObjectNN, which is the 382

only variant that includes color information. 383

We follow the standard �ne-tuning process [54{ 56] to 384

evaluate the accuracy of object classi�cation. The classi�ca-385

tion results on ModelNet40 are shown in Table 1, where we386

compare the overall accuracy (OA) and class mean accuracy387

(mAcc). The upper part of the table displays the results of the388

state-of-the-art approaches. We select PointNet++, DGCNN389

and PointMLP as our baseline models. Note that PointMLP is390

inability to robustly reproduce the highest accuracy on Mod-391

elNet40, where the issue is mentioned in their open-sourced392

codes. So we train and test for ten runs and report mean± 393

std results of PointMLP. As depicted in the lower part of394

the table, the performance of all baselines has signi�cantly395

improved with BoostPoint pre-training. The PointNet++ SSG396

version improves class mean accuracy by 1.4% and overall397

accuracy by 1.5%, whereas the MSG version increases by398

1.7% and 0.7%. DGCNN improves class mean accuracy by399

0.8% and overall accuracy by 0.8%. PointMLP improves class400

mean accuracy by 0.8% and overall accuracy by 0.7%. We401

also compare our approach with several open-source methods402

while reporting the parameters and testing speeds. When not403
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Table 2 The classi�cation results on the ScanObjectNN. We report the performance of all methods under the OBJONLY and PBT50 RS
variants. BoostPoint signi�cantly improves our baselines. In the PointNet++ settings,y denotes the ssg version, whilez represents the msg
version. SP Transformer represents the share-parameter Transformer encoder.

OBJ ONLY PB T50 RS

Method Reference mAcc(%) OA(%) mAcc(%) OA(%)

SOTA

Point-FEMAE [44] AAAI 2024 - 93.3 - 90.2
Joint-MAE [48] IJCAI 2023 - 88.9 - 86.1
ACT [46] ICLR 2023 - 91.9 - 88.2
I2P-MAE [49] CVPR 2023 - 91.6 - 90.1
ReConv [50] ICML 2023 - 93.3 - 90.6

Baseline

DGCNN [22] TOG 2019 - 86.2 73.6 78.1
PointNet++y [20] - 84.3 75.4 77.9
PointNet++z [20] 85.4 87.4 75.5 79.2
PointMLP [21] - - 84.4 85.7

Ours

DGCNN w/BoostPoint 88.0 89.4(" 3.2 ) 77.0(" 3.4 ) 81.4 (" 3.3 )
PointNet++y w/BoostPoint 87.7 89.4(" 5.1 ) 80.3(" 4.0 ) 83.2(" 5.3 )
PointNet++z w/BoostPoint 88.4(" 3.0 ) 90.3(" 2.9 ) 80.6(" 5.1 ) 83.9(" 4.7 )
PointMLP w/BoostPoint 90.4 91.8 85.8(" 1.4 ) 87.0(" 1.3 )
SP Transformer w/BoostPoint 91.2 92.7 87.9 89.8

Table 3 Part segmentation results on ShapeNetPart. We report the
mean IoU for all categories and the mean IoU for all instances.y in
the PointNet++ setup represents the ssg version.

Method mIoUc(%) mIoUI (%)

PointNet [19] 80.4 83.7
PointNet++y [20] 81.9 85.1

DGCNN [22] 82.3 85.2
Point-BERT [57] 84.1 85.6
PointMLP [21] 84.6 86.1
KPConv [36] 85.1 86.4

PointNet++y w/BoostPoint 82.6(" 0.7 ) 85.6(" 0.5 )
DGCNN w/BoostPoint 82.9(" 0.6 ) 86.0(" 0.8 )

considering di�erences in training paradigms and input con-404

straints, our method achieves better performance compared405

to the SOTA methods with 10� or 20� parameters smaller.406

Table 4 Few-shot classi�cation results on ScanObjectNN. We
report the mean and standard error values of 10 runs under the
OBJ ONLY setting, where our method is reported in blue.

Method
5 way 10 way

10 shot 20 shot 10 shot 20 shot

DGCNN + Rand 62.0±5.6 67.8±5.1 37.8±4.3 41.8±2.4

DGCNN + Jigsaw [54] 65.2±3.8 72.2±2.7 45.6±3.1 48.2±2.8

DGCNN + cTree [58] 68.4±3.4 71.6±2.9 42.4±2.7 43.0±3.0

DGCNN + OcCo [56] 72.4±1.4 77.2±1.4 57.0±1.3 61.6±1.2

DGCNN + CrossPoint [11] 74.8±1.5 79.0±1.2 62.9±1.7 73.9±2.2

DGCNN w/BoostPoint 71.5±8.3 78.4±6.3 58.9±4.7 66.5±2.9

The results for ScanObjectNN are shown in Table 2. We407

present the real-word object classi�cation performances of408

our BoostPoint pre-trained baselines. As illustrated, the per-409

formances of our baselines are signi�cantly improved. Specif-410

ically, in the case of the PBT50 RS example, even with 411

the presence of background noise and other interfering fac-412

tors in the dataset, the overall accuracy of the PointNet++413

SSG model still achieves a 5.3% increase. Moreover, the414

BoostPoint pre-trained baselines also achieve substantial im-415

provements over the OBJONLY variant. In both ModelNet40 416

and ScanObjectNN, our method obtains a greater increase in417

class mean accuracy after pre-training with BoostPoint, which418

implies that the pre-training dataset enhanced data diversity,419

resulting in improved learning for speci�c challenging classes420

in downstream tasks. To illustrate the feature distribution of421

ModelNet40 and ScanObjectNN after �ne-tuning, we employ422

t-SNE visualization, as depicted in Figure 8. 423

Compared with the latest state-of-the-art methods, although424

our experimental results do not reach the state-of-the-art, they425

still show considerable competitiveness, and there are three426

points we must emphasize: 427

1). Unfair comparison. The di�erent pre-training ap-428

proaches render direct comparisons unfair. BoostPoint uses429

only images during pre-training, whereas the aforementioned430

methods input point cloud-image pairs during pre-training.431

The input data from point cloud-image pairs provide more432

abundant and direct three-dimensional structural information433

and strong correspondences. 434

2). Competitive performance. Our simpler pre-training435
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Fig. 6 The classi�cation results on ShapeNet rendered datasets.
We compare the performance of general 2D backbones and 3D
backbones pre-trained with BoostPoint pre-training under the same
settings.

strategy has yielded a performance that is nearly on par with436

SOTA, indicating that BoostPoint retains its competitiveness.437

3). Greater signi�cance of our method. In the original text,438

we utilized the most widely used point cloud backbones in the439

community, which are micro-networks. Hence, the design of440

simple pre-training tasks can e�ectively prevent under�tting441

and optimize the network more e�ciently. Furthermore,442

previous work has not investigated the modality universality443

of these point cloud backbone networks. Our work bridges444

this research gap.445

446

Few-shot Object Classi�cation. We present the few-shot447

results of BoostPoint pre-trained backbones. For a fair com-448

parison, we expand the table from [11] and select the DGCNN449

backbone as our baseline to evaluate performance improve-450

ment on the more challenging ScanObjectNN dataset. As451

shown in Table 4, compared to random-initialized DGCNN,452

our training strategy o�ers well-initialized parameters. While453

BoostPoint achieves the second-best results compared to454

other methods, this is due to the pre-training requiring �ve-455

dimensional inputs, whereas downstream tasks require only456

three-dimensional inputs. To accommodate the input dimen-457

sion of downstream tasks, we randomly initialize the �rst458

layer's parameters, resulting in the �rst layer's randomness459

in
uencing the overall accuracy during training with limited460

samples.461

462

Part Segmentation. We evaluate the performance improve-463

ment of backbones with BoostPoint pre-training on the dense464

prediction task using the widely used ShapeNetPart dataset.465

ShapeNetPart is a dataset consisting of 16,881 3D objects466

across 16 categories, with a total of 50 parts annotated. As467

shown in Table 3, we compare the mean IoU across all part468

categories (mIoUC ) and the mean IoU across all instances469

(mIoU I ). The upper part of the table displays our baselines470

and the state-of-the-art methods, while the lower part presents471

the baselines with BoostPoint pre-training. As depicted in the472

lower half of the table, the performance of backbones signi�-473

cantly improves with BoostPoint pre-training. ThemIoUC 474

andmIoU I of DGCNN improve by 0.7% and 0.5%, respec-475

tively, while the PointNet++ ssg version show an improvement476

of 0.6% and 0.8% inmIoUC andmIoU I , respectively. 477

Semantic Segmentation. We also evaluate the performance478

improvement of backbones with BoostPoint pre-training on479

the dense prediction task using the widely used S3DIS480

dataset. S3DIS (Stanford Large-Scale 3D Indoor Spaces)481

o�ers instance-level semantic segmentation for extensive482

scenes. Collected from six sizable indoor areas, S3DIS en-483

compasses 271 rooms and 13 semantic categories. With an484

average of 795K points per room, this dataset presents a485

challenging benchmark for segmentation. In accordance with486

standard practice, we designate area 5 for testing and utilize487

the remaining areas for training. 488

As shown in Table 5, compared to the model without489

pre-training, BoostPoint has brought some improvements.490

Despite the limited improvement brought by pre-training to491

the network, we believe the following reasons might explain492

this phenomenon: 1). Pre-training data is mainly at the object493

level, which means that the model's understanding of the494

scene may still be insu�cient when dealing with complex495

scenes and more challenging tasks. However, we still observed496

a performance improvement. This suggests that in the training497

process of image features such as color and texture, the498

point cloud backbone network got a better initialization, thus499

still having certain e�ectiveness in the �ne-tuning process500

of downstream tasks. 2). Scene point cloud data contains501

more noise. As the pre-training model has been optimized for502

object-level tasks, it may encounter certain di�culties when503

dealing with scene-level data. To further improve the model's504

performance on scene datasets, we consider introducing505

additional data augmentation and noise �ltering techniques506

in the future. 507

4.3 Ablations and Analysis 508

Pre-training with Limited 2D Data. In Table 6, we 509

randomly sample the pre-training dataset by di�erent ratios,510

and evaluate the performance of BoostPoint when the511

pre-training data is further de�cient. We sample 20%, 40%,512
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Fig. 7 Results of the retrieval from real image to point cloud. The query image is from Caltech101, and the point clouds are from ShapeNet.
We show the top-5 retrieved point cloud in order.

Table 5 Semantic Segmentation on S3DIS Area 5. SP Transformer
represents the share-parameter Transformer encoder.

Method mIoU(%) mAcc(%)

Baselines

PointNet++y 53.5 -
DGCNN 56.1 -

SP Transformer 60.4 68.8

Ours

PointNet++ w/BoostPoint 55.6 63.2
DGCNN w/BoostPoint 57.4 65.3

SP Transformer w/BoostPoint 62.1 69.4

Table 6 Pre-training with limited data. We randomly sample
di�erent ratios of data from the pre-training dataset for pre-training,
and report the overall accuracy on ModelNet40.

Method 20% 40% 60% 80% 100%

PointNet++y 92.6 93.0 93.0 93.2 93.2
PointNet++z 93.1 93.4 93.6 93.6 93.7

DGCNN 92.8 93.0 93.1 93.3 93.4

Table 7 E�ectiveness of the debiasing classi�er. We leave out the
debiasing classi�er during the pre-training and report the �ne-tuning
results on ModelNet40, OBJONLY, and PBT50 RS. DC represents
the debiasing classi�er.

Method DC ModelNet40 OBJONLY PB T50 RS

PointNet++y
% 92.9 85.5 78.7
" 93.2(" 0.3 ) 88.5(" 3.0 ) 82.4(" 3.7 )

DGCNN
% 92.7 87.4 77.5
" 93.4(" 0.7 ) 89.0(" 1.6 ) 79.2(" 1.7 )

60%, and 80% of the rendering branch dataset and assess the513

performance of baselines on ModelNet40. BoostPoint still514

achieves downstream accuracy improvements in low-data515

regimes, especially for 40% and 60%, which outperform the516

baseline. This indicates that our image pre-training strategy517

can e�ectively alleviate the need for large-scale 3D training518

datasets. However, the results reveal that using only 20%519

of the data for pre-training leads to negative transfer for520

downstream tasks, which we attribute to the in
uence of the521

insu�cient diversity of pre-training data. 522

523

Impact on Debiasing Classi�er. In order to evaluate the 524

impact of the debiasing classi�er on BoostPoint, we pre-train525

point cloud backbones on the rendering branch dataset526

without the debiasing classi�er and report �ne-tuning in527

downstream tasks. The classi�cation accuracy of the baseline528

on ModelNet40, OBJONLY, and PBT50 RS is shown 529

in Table 7. The results suggest that, although BoostPoint530

without the debiasing classi�er generally enhances the531

accuracy of the baseline in most con�gurations, it causes532

a negative transfer on DGCNN. Speci�cally, the result on533

ModelNet40 is 0.2% lower than the baseline. 534

535

Pre-training with ShapeNet.We investigate the impact of 536

pre-training datasets, with results presented in Table 8. The537

point cloud backbone is pre-trained on ShapeNet, and the538
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classi�cation accuracy is then evaluated on ModelNet40,539

OBJ ONLY, and PBT50 RS. The experimental results540

indicate that pre-training the point cloud backbone on541

ShapeNet, in comparison to training from scratch, leads542

to marginal improvements in classi�cation performance.543

Moreover, when compared with pre-training the backbone544

on superpixels, pre-training on ShapeNet still falls short545

in terms of downstream task accuracy. We attribute this546

observation to: (1) Data Diversity: In contrast to the ShapeNet547

dataset, which only comprises 50,000 samples, our rendered548

image dataset, collected based on ShapeNet, encompasses549

nearly a million multi-view images. Figure 9 displays the550

visualization results of the dataset distribution. A diverse551

dataset aids in mitigating model over�tting. Given the rich552

array of samples and features within the dataset, the model is553

less likely to overly rely on certain speci�c features present554

in the training data. (2) Robustness of Features: The point555

clouds rendered in ShapeNet are structured, possessing556

simpler features, which contribute minimally to the boosting557

e�ect of pre-training. In comparison to ShapeNet, our558

pre-training dataset encapsulates a variety of alterations, such559

as local structure, angle, scale, color, and so forth. During560

model training, the model needs to discern useful features561

amidst these variations. This process bolsters the model's562

generalization capabilities and adaptability.563

564

Pre-training without Color information. In order to565

investigate the in
uence of color information on the point566

cloud backbone, we also pre-train the point cloud backbone567

on the rendering branch dataset without color information.568

We evaluate the classi�cation accuracy on ModelNet40,569

OBJ ONLY, and PBT50 RS, as depicted in Table 9.570

After removing the color information, the point cloud571

backbones pretrained with BoostPoint show a decrease in572

performance in all settings. This observation highlights573

the signi�cance of color information in the pre-training574

process, as it contributes to the overall performance575

of the point cloud backbone. The inclusion of color576

information provides additional context and features that577

can be leveraged by the network to enhance its generaliza-578

tion capabilities and adaptability to various downstream tasks.579

580

Pre-training without other information. To further explore581

which aspect of the image a�ects the downstream tasks,582

we mainly consider two angles: the local structure of the583

image and pixel gradients. Since our pre-training is based on584

superpixels, and superpixels aggregate adjacent pixels with585

similar colors or grayscale values into a larger area, some local586

Table 8 Pre-training with ShapeNet. We utilize ShapeNet as the
pre-training dataset and report the �ne-tuning results on ModelNet40,
OBJ ONLY, and PBT50 RS.SNrepresents the ShapeNet while
Oursrepresents our superpixels dataset.

Method SN Ours ModelNet40 OBJONLY PB T50 RS

PointNet++y
" 93.0 86.6 79.4

" 93.2(" 0.2 ) 88.5(" 1.9 ) 82.4(" 3.0 )

DGCNN
" 93.2 88.2 78.5

" 93.4(" 0.2 ) 89.0(" 0.8 ) 79.2(" 0.7 )

Table 9 Pre-training without Color information. We leave out
Color information during the pre-training and report the �ne-tuning
results on ModelNet40, OBJONLY, and PBT50 RS.

Method Color ModelNet40 OBJONLY PB T50 RS

PointNet++y
% 92.1 84.0 77.5
" 93.2(" 1.1 ) 88.5(" 4.5 ) 82.4(" 4.9 )

DGCNN
% 92.5 85.7 77.3
" 93.4(" 0.9 ) 89.0(" 3.3 ) 79.2(" 1.9 )

texture features are smoothed out, which makes us unable to587

accurately measure the impact of pixel gradients. However, the588

aggregated superpixels naturally represent the local structure589

of the image, so we can study the impact of the local structure590

of the image on the network backbone by disrupting the591

superpixels of the pre-training input. Speci�cally, we adopted592

a masking mechanism similar to PointMAE [59], randomly 593

masking the superpixels of the pre-training input at di�erent594

ratios. We randomly masked the current pre-training dataset at595

mask rates of 15%, 30%, and 60%, and then pre-trained in the596

manner of BoostPoint. Finally, the pre-trained backbone was597

�ne-tuned on ModelNet40, and Table 10 shows the �ne-tuning598

results. 599

Our experimental data yield the following trends and con-600

clusions: At a masking rate of 15%, the bene�cial impact of601

pre-training on the backbone network is rather limited. This602

suggests that at lower masking rates, the network may not603

fully capture the image's local structural information, thereby604

restricting the e�ectiveness of pre-training in optimizing the605

backbone network. When the masking rate surpasses 30%,606

we observed not only a lack of additional optimization from607

pre-training but also a phenomenon of negative transfer. This608

implies that at higher masking rates, pre-training might lead609

to the network backbone over�tting to the local structural in-610

formation of the image, consequently impairing the network's611

generalization capabilities. Our �ndings underscore that the612

optimization of the network backbone is largely contingent613

on the local structural information within the image. 614

Pre-training with background information. Our down- 615

stream tasks' objective focus on object-level representation616

learning, so the inclusion of background information can lead617

to a decline in the model's performance. we use ImageNet-1k618
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(about 1.3 million images) and rendered images (about 0.9619

million images) directly as the pre-training input for Boost-620

Point, without any preprocessing. After the pre-training is621

finished, we evaluate the experiment on the ModelNet40622

classification task. The experimental results are shown in Ta-623

ble 11. It’s seen that the pre-training mode with background624

information has far lower performance on downstream tasks625

than the mode without background information, and even626

negative transfers occur. Based on the experimental results,627

we draw the following analysis: 1) For object-level tasks,628

background information contains information unrelated to629

the target object, which can be considered noise, causing630

negative optimization for pre-training. 2) The experimental631

results indirectly confirm that the optimization of pre-training632

largely depends on the local structure of the target object in633

the image.634

Pre-training only on the real branch. We conduct an addi-635

tional ablation study on the real branch or rendering branch.636

Figure 10 shows that pre-training on the real branch dataset637

outperforms the rendering branch dataset in the downstream638

task. We attribute this to:1) Rendering Branch Limitations:639

Despite improvements, issues arose with ShapeNet and Mod-640

elNet40. For instance, ShapeNet’s finer category distinctions,641

like ’table’ or ’desk’, caused confusion and overfitting in the642

model, as ModelNet40 only includes ’table’. 2) Real Branch643

Benefits: The real branch dataset, with its diverse features644

like textures, lighting, and occlusions, provides a more robust645

training set, reducing overfitting and enhancing performance646

in downstream tasks compared to the rendering branch.647

Classification on 2D Rendered Datasets. Even though we648

primarily report the results of general point cloud downstream649

tasks, our pre-training task employs a general classification650

task. Consequently, we also compare the overall accuracy651

of general 2D backbones on our pre-training dataset with652

pre-trained 3D baselines. As illustrated in Figure 6, we utilize653

ResNet and ViT models as 2D baselines, following the same654

training settings used for 3D baselines pre-training. For the655

3D baselines, PointMLP achieves the highest performance656

with a result of 96.7%. In the case of 2D baselines, ResNet50657

attains a result of 91.8%. These results showcase the ability658

of point cloud backbones to effectively comprehend images.659

Furthermore, our 3D baselines display even higher training660

accuracy than these 2D baselines under the same setting.661

This indicates that the I2P module eliminates redundant662

features, e.g., background, hence the improvement in663

accuracy. It is important to highlight that we annotate the664

number of parameters of each model in Figure 6. The665

parameter count for general image backbones is several times,666

Table 10 The impact of random masks. During the pre-training
stage, we randomly mask the input superpixels according to four
different ratios, and record the overall accuracy on ModelNet40.

Method 0% 15% 30% 60%
PointNet++y 93.7 93.1 91.5 89.3
PointNet++z 94.1 93.2 91.8 90.1

DGCNN 93.7 93.3 91.8 89.8

Table 11 Pre-training with background information. We added
background information during the pre-training and reported the
fine-tuning results on ModelNet40, OBJ ONLY, and PB T50 RS.

Method BG ModelNet40 OBJ ONLY PB T50 RS

PointNet++y % 93.7 89.4 83.2
" 90.3(# 3.4) 82.6(# 6.8) 76.3(# 6.9)

DGCNN % 93.7 89.4 81.4
" 89.7(# 4.0) 83.1 (# 6.3) 75.8(# 5.6)

or even tens of times, larger than that of point cloud backbones. 667

668

Cross-Modal Retrieval. As mentioned in Section 1, one 669

benefit of BoostPoint is that it enables point cloud backbones 670

to tackle more cross-modal tasks. We qualitatively measure the 671

cross-modal capability of point cloud backbones through an 672

image-to-point cloud cross-modal retrieval task. Specifically, 673

we follow the steps of [60], using the BoostPoint pre-trained 674

PointNet++ (ssg) backbone as a 3D encoder, while selecting 675

real images from Caltech101 [61] to retrieve corresponding 676

point clouds from ShapeNet samples. As shown in Figure 677

7, we present the top-5 point cloud samples using image 678

examples from the categories of guitar, chair, plane, piano, 679

and mug. The results reveal that our pre-trained backbone can 680

effectively capture significant features between images and 3D 681

point clouds. Among the retrieved samples, the top-1 retrieved 682

point clouds have the closest appearance to the query images 683

compared to others. Nevertheless, other retrieved samples still 684

exhibit an appearance margin in relation to the input images. 685

5 Discussion 686

5.1 Why do we treat the problem as transfer learning? 687

The establishment of transfer learning requires the fulfillment 688

of three conditions, as expounded in [17]: 1) The learning tasks 689

in both domains are related or similar. 2) The source domain 690

and target domain data distributions are not too different. 691

3) A suitable model can apply to both domains. BoostPoint 692

effectively satisfies these conditions. Specifically, for the 693

first condition, our pre-training and fine-tuning tasks exhibit 694

significant similarities. For the second condition, we employ 695

t-SNE to reduce feature dimensionality in both the superpixel 696

dataset and the ShapeNet dataset and further visualize feature 697

distributions using kernel density estimation. We discover that 698




	1 Introduction
	2 Related work
	2.1 3D Point Cloud Undestanding
	2.2 Unified-Modal Understanding

	3 Method
	3.1 Overview
	3.2 BoostPoint Structure
	3.3 BoostPoint Pipeline

	4 Experiments
	4.1 Pre-Training
	4.2 Fine-Tuning
	4.3 Ablations and Analysis

	5 Discussion
	5.1 Why do we treat the problem as transfer learning?

	6 Conclusion

